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An incandescent bulb will only light up when its terminals are connected to two ends of a battery (power supply) because 

the current that powers that bulb flows in a loop. It has to flow in a loop. And that loop starts from the positive terminal 

of the battery through a wire, through the filament, through the return wire back to the negative terminal of the battery. 

That’s the loop. The same applies to devices we work with. Take the power supply loop for example that powers all those 

devices on a typical system board. When a device powers on, current flows through the power net, does whatever magic 

it needs to do at the device and returns back through the ground net. That’s the power supply loop. Or take a digital I/O 

system. When an output switches high, current rushes in through the power rail to charge the signal line and rushes out 

from the charged signal line through the ground rail. The entire path that current takes from the power pin through a 

driver to a receiver to the ground pin and back to the power pin has to be carefully designed. We do that right and we 

eliminate most issues with respect to unwanted noise in the system whether that noise transpires due to crosstalk, 

electromagnetic radiation or just noise due to changes in impedance in the path that signal takes. But to do that effectively, 

we need to be able to conceptualize how the signal-return currents flow in different switching scenarios and in a 

combination of interconnect structures typically found in most devices. 

  

Let’s start with a wirebond device that could be packaged in an area array type package (BGA) or a peripheral pin package 

(QFN, TSSOP, QFP). Shown below is a 3-conductor system in a 2-layer BGA package. 

 

 
 

Let’s assume that the signal here is an output signal. This is of course as ideal a configuration you could have with a pair 

of power and ground for each output. 

 

So what happens when the output driver switches high? That is what does the current flow look like?  

 



This... 

 

 
Current always takes the path of least impedance which is the least resistive path at DC or the least inductive path at 

almost any frequency above DC. So to minimize the dynamic voltage drop across the power net when a surge of current 

flows through it to charge the output, the inductance of the power net needs to be minimized. That inductance is not only 

a function of just the inductance of the power net but also a function of the coupling between the power net and the 

signal net. That’s because of the loop the current traverses with magnetic field lines of the power net and the signal net 

overlapping and hence cancelling (current flow in opposite directions) from the inductance of the power net. The effective 

inductance of the power net hence is lower with stronger coupling to signal net than without. So the takeaway here is 

that if we want to reduce voltage drop across the power pin, we not only want to make the power net shorter but also 

make the coupling between the signal and power net as strong as possible. So short and close.  

 

And the signal-return current flow when the output driver switches low… 

 



 
So just like before, to minimize ground bounce, we’d want to minimize the impedance of the ground net which means 

reducing its inductance by making it short as well as making the signal pin couple tightly to it. 

 

We’ll seldom have situations where there is a 1:1 ratio of signal, power and ground because real estate. Real estate is of 

a premium everywhere. So what we’d typically have are situations like this… 

 

  

 
 



So instead of one output being driven by a power supply, we now have multiple outputs switching high or low. That surge 

in current flow when the outputs switch through the impedance of power or ground structures is what causes power 

supply noise in systems. The magnitude of the noise induced on the power or the ground rail hence is…  

 

Vnoise = n x Lloop x di/dt 
 

n = number of output drivers switching simultaneously 

Lloop = inductance of the power / ground net 

di/dt = current change during switching events 

 

That was with all three outputs switching simultaneously. But let’s assume a scenario which is mostly what happens in the 

real world is when Signal 2 and Signal 3 switch but Signal 1 is held quiet (stuck high or low). Now because the reference is 

bouncing around (power and ground noise) due to surge in current flow through those nets, even though Signal 1 is not 

supposed to switch, it will experience noise which if not controlled, could result in false interpretation by the receiver as 

a 0 or 1. Plus with the three signal-return loops overlapping, the induced crosstalk becomes an additive noise on the 

supposedly quiet victim (Signal 1). This combined effect is what’s called Simultaneously Switching Noise and we want to 

do all we can to minimize that by designing structures that takes these effects into account. 

 

Most packages especially of the BGA kind would have dedicated power and ground planes to deliver power to the chips. 

Planes instead of traces facilitate lower impedance connections from the system board to the chip plus they make routing 

controlled impedance signal paths possible. 

 

So how do the current loops look there? The current flow in the signal path is pretty obvious. It follows the signal trace. 

But the other leg and that is the return current in structures with planes is usually on a reference plane that is in close 

proximity of the signal trace. And that reference plane could be power or ground or both (in stripline environments). But 

the return current will always be on the plane closest to the signal trace regardless of whether the signal transitions from 

high to low or from low to high because that’s the lowest impedance path. 

 

The picture below shows the signal-return current loop in a power-referenced microstrip environment with the signal 

transitioning from low to high.  

 

 

 
 



So it doesn’t matter whether we have a ground-referenced or a power-referenced signal routing. As long as the power 

supply network is designed to be of ‘low’ enough impedance across the frequency band of interest, the return currents 

will not differentiate between a power or a ground plane. And hence that symbolic presence of a capacitor across the 

power and ground nodes in the picture above. And that’s also a reason why some of the return current jumps across the 

inter-plane capacitance if that impedance is lower than the impedance of the power plane the return current has to take 

to go back to the power node.  

 

What does the current flow look like when the signal transitions from high to low in a power-referenced microstrip 

environment then?  

 

This… 

  

 
 

The return current tends to still stay on the power plane even when the loop has to eventually complete at the ground 

node. So how does the return current jump from the power to the ground node? Like before, some high frequency 

components of the signal-return loop will bleed through the relatively small inter-plane capacitance while the rest will 

complete the loop through decoupling capacitors at the chip and on the system board. And hence the need to optimize 

and minimize impedance of the entire power delivery network from the power source all the way through the package 

and to the chip. 

 

So to minimize issues related to simultaneously switching outputs and the resultant impact on crosstalk and power supply 

noise, we’d want to keep the signal-return loops as small as possible. Plus we’d want to route the signals as tightly coupled 

to the returns as possible. And last, minimize and avoid as much as possible, overlapping signal-return loops. 

 

What follows hence are a few recommendations and guidelines that we’d want to follow when it comes time to floor-plan 

our chips or to decide on the package pinout. 

 

 The signal-to-return ratio for diepads in wirebond devices should be kept as low as possible (a ratio of 4:1:1 or below). 

Wirebonds contribute about 60-80% of the interconnect inductance (about 0.7nH/mm for a 1mil diameter wire) and 

hence if the pad ring layout is not optimal, very little can be achieved by optimizing other aspects of the signal-return 

path in a package. Some pad ring options to consider… 

 



 
 

 The on-chip layout of signal, power and ground is not an issue for flip-chip packages because the impedance of solder 

bump structures is not a meaningful component of the overall interconnect impedance. But still, we’d want to sprinkle 

power and ground bumps among the signal bumps as much as possible and ideally follow a similar signal to return 

ratio as that for wirebond devices.  

 The ‘right’ pinout is another big component of an optimized interconnect design and it applies to both wirebond and 

flip-chip devices. To minimize the effects of simultaneously switching outputs, overlapping signal-return loops should 

be minimized. That again can be achieved by sprinkling power and ground pins amongst the signal pins.  

So don’t do this… 

 

 

    



 
 

Yes, we are able to pack more functionality in the same footprint but with overlapping signal-return loops, crosstalk 

performance would be, to put it mildly, disastrous.  

 



 
 

The signal-return path when pin A switches is shown in the picture above. The flow of current fills the space between via 

B and GND with a strong magnetic field. That field is partitioned into three segments; L1, L2 and L3. According to Faraday’s 

Law, the crosstalk at D is proportional to the magnetic flux L1 between via D and GND. Crosstalk at F is proportional to the 

total of L1 and L2 and hence will exceed the crosstalk at D. So the farther away the signal pin is from the return pin with 

multiple other simultaneously switching signals between the signal and return, the greater will be the crosstalk. 

 

Let’s take, for example, the pinout below… 

 



 
 

If the pins shown in pink were to switch simultaneously, the cyan pin closest to the return pins (yellow and green) would 

experience less crosstalk than the cyan pin farther away from the return pins. And that is exactly what we see in reality… 

 

 
 



The pink curve above is for the cyan pin farthest away from the return pins and the blue curve is the one that is closest. 

So what would you do to improve the pinout? 

 

This… 

 

 
 

 

But changes to pinout is sometimes not a possibility so you do all that is possible to rearrange at least the internal via 

structures within the package to intersperse powers and grounds amongst signals as much as possible. 

 

That pretty much wraps up all I have to say on this…for now. 

 


