
Capacitive Discontinuities & Your Return Loss Performance… 

Sukhadha Viswanathan & Jitesh Shah 

January 25, 2019 

Say you are implementing a multi-gigabit transmission system in your design and you know that if you want the receiver 

to receive everything the transmitter sends, you need to minimize obstructions in the path between the two as much as 

possible. And obstructions here mean impedance discontinuities.  

So what are impedance discontinuities? You are driving down a road and everything is great and smooth but then you 

suddenly come across this… 

 

So you slow down, take all the hits the road gives you and your car and in a worst-case scenario, you get a flat tire and 

you stop. 

Likewise, impedance discontinuities are those potholes in the channel between a transmitter and the receiver and if 

those discontinuities get bad enough, the system stops. Single-ended signaling is usually designed to 50Ω characteristic 

impedance. That means that every step the signal takes, it is expecting to see that same 50Ω along the channel. 

Knowing this, you plan out your routing strategy and do everything you can to make sure that all your channel traces 

match up to an exact 50Ω. Assuming you’ve done everything right, you validate this in frequency domain by extracting a 

model of your channel. But then you find that the channel return loss performance is barely what you expected. You 

accounted for every kink in the routing so you should technically be done so what happened? To find out, you go to that 

tried and true tool in your toolkit and that is, you run a TDR. 



 

And right away, you see the problem. The signal is travelling along a path designed to a set impedance but then it 

encounters a discontinuity so part of the signal energy reflects back. And that is what shows up in the marginal return 

loss performance. You also know that the discontinuity is capacitive and the TDR somewhat pinpoints the location of 

that discontinuity to be towards the end of the routing closer to where the package meets the printed circuit board. So 

that’s the problem at hand here but it could be at other locations in the channel – at the receiver, at the connector, 

during layer transitions through vias etc. and the same optimization logic applies. 

So you start to chip away at that excess capacitance piece by piece to get back that performance gap. You can control 

the impedance of the traces within what’s allowed by your manufacturing processes but when those traces meet the 

vias which then connect to the package pins, you don’t have much flexibility. Actually, oftentimes you don’t have any 

flexibility as to how the packages mate with customers’ boards because that’s mostly dictated by what customers desire 

in terms of their ability to easily assemble those packages into their systems. 

Traces are optimized to the tee but vias and especially pins you can’t modify so you start to look around them to see if 

any excess metal could be removed (since you know the discontinuity is capacitive). And that’s exactly what’s done here. 

 

 

 

 

 



 

  

And the improvement in return loss performance… 

 

That’s quite good but the design still exceeds the -15dB specification for sub-20GHz bandwidth applications. And the 

discontinuity remains capacitive so we try to chip away at more metal. The traces are routed as stripline with return 

BEFORE 

AFTER 



planes on either side of the traces. But maybe towards the tip where the trace touches the vias, we can compensate the 

low impedance via / pin region with a small section of higher impedance traces (by removing reference plane under the 

trace)? That could help balance the impedance and that’s what we do in the next two iterations. 

Removing metal under a small section of a trace on one of the layers that forms the stripline configuration… 

 

 

A bit of an improvement but barely making the cutoff in the sub-20Ghz band. So we remove more metal and this time 

on both sides of the same small section of the stripline routing like before. 



 

And this is what we get... 

 

A pretty dramatic improvement in performance from what we started out with. The higher frequency bands do seem to 

get worse because the impedance discontinuity introduced in a section of the trace region probably starts to influence 

the overall performance more than the gain we obtain by reducing capacitance closer to the pins.  

This small exercise demonstrates that without changing a lot, you can change a lot and achieve the desired performance 

an application demands. 

 


